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Abstract

We explore how uncertainty about climate change operates through multiple channels and shapes
prudent policy dynamics. Drawing on and extending insights from asset pricing, we confront “deep
uncertainties” and highlight their importance for constructing robustly optimal policies and social valu-
ations. Using an example economy, we quantify the tradeoff between reducing fossil fuel emissions today
versus waiting until more is known about future economic consequences of climate change. We also show
that heightened uncertainty concerns about substantial but remote advances in clean energy technology
lead to more proactive investment in research and development across a substantively interesting range
of parameter settings.
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1 Introduction

While uncertainty plays a central role in asset pricing, it is often under-appreciated in policy analyses.

Climate change is an example of this, although it is sometimes acknowledged as a challenge:

The economic consequences of many of the complex risks associated with climate change can-

not, however, currently be quantified. ... these unquantified, poorly understood and often

deeply uncertain risks can and should be included in economic evaluations and decision-making

processes (Rising, Tedesco, Piontek, Stainforth, Nature, 2022).

We propose and apply a framework designed to confront such challenges formally. We show that important

new dimensions of climate policy emerge as we explore the ramifications of uncertainty. Our analysis draws

on insights from decision theory under (broadly conceived) uncertainty, and from asset pricing, but applied

to social (rather than market) valuation. We highlight two uncertainty tradeoffs pertinent to policy design:

• do we act now or wait until we learn more?

• how much weight do we assign to the best guesses versus the potentially bad outcomes?

We confront both of these tradeoffs using example economies where a social planner has investment

and production decisions to make each period. In addition to the familiar stock of capital from aggregate

investment, the behavior and valuation of two other assets come into play: (i) the knowledge capital from

R&D directed at fully green technologies, and (ii) the magnitude of global warming from production-

based carbon emissions, which we measure using the temperature anomaly. The planner confronts the first

uncertainty tradeoff in both anticipating and responding ex post to future big events related to the economic

damages from climate change and to green technological innovation. The planner accounts for the second

uncertainty tradeoff with preferences that are robust to model ambiguity and potential misspecification.

Our findings: We have two main substantive findings. First, while robustly optimal policies include

substantial responses at the outset, these responses do become more nuanced and, in some ways, more

pronounced after information is revealed about the magnitude of economic damages for more extreme

amounts of global warming. As we show in Section 7, uncertainty aversion (preference for robustness)

impacts not only modal responses, but also dispersion after the event is realized. This is particularly true

for investments in R&D. Second, more uncertainty concerns about the future prospects of successfully
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discovering a fully clean and economically viable energy source can result in a more proactive investment

in R&D. This result does not, however, hold in a monotone way with the degree of uncertainty aversion.

We characterize the two counteracting forces in play that lead to this non-monotonicity. One force, famil-

iar from one-period investment theory, is that a higher aversion to uncertainty makes the investment less

attractive. In contrast, from a valuation perspective, the consequences of a successful technology discovery

that eliminates a significant source of uncertainty in the future are more pronounced with enhanced aver-

sion. In other words, the relative importance of discovery to the planner depends on the presumed aversion

to uncertainty. We suggest that this second force can dominate over an interesting range of robustness

concerns, which provides a rather stark illustration of how increases in aversion to uncertainty can result

in a more proactive approach to policy. This finding is developed in Sections 8.4 and 9. In contrast, we

find that the first force dominates when the uncertainty concerns become more extreme.

Our approach: Our example economies include two potentially large outcomes. To address the “act

now or wait” tradeoff in a stylized way, we include a Poisson informational or awareness event about climate

damages. We initially have considerable uncertainty about the potential damage from global warming, but

this Poisson event reveals information about the damage that could occur with large temperature changes.

To support this interpretation, the Poisson intensity depends on the amount of actual global warming.

This specification gives it an aspect of a tipping point, after which a hypothetical policy maker has a much

clearer picture of potential damages.

In contrast to much of the applied research on climate policy, we also consider an early stage, big

investment project aimed at the discovery of new fully green technologies as an important part of a menu

of policy responses. For pedagogical simplicity, we treat the discovery as the outcome of a Poisson event

with an endogenous intensity, one that depends on the prior history of investments. This endogeneity

gives a real-options-type character to the discovery, albeit one that replaces a simple choice of when to

exercise an option with an investment in making the Poisson outcome more likely. Although the Poisson

specifications are very stylized, they are both tractable and revealing as a way to explore policy challenges

and aims. Section 2 provides model specification details, and Section 5 illustrates stochastic model output.

Our use of quantitative models and methods is explicitly normative and prospective and differs from

the familiar moment-matching approaches commonly adopted in structural analyses in corporate finance

and asset pricing. With motivations similar to those articulated by Rising et al. with regard to what

is sometimes called “deep uncertainty”, we propose and implement methods for assessing the impact of
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uncertainty when the nature of this uncertainty is broadly conceived. Our broad approach to uncertainty

draws on perspectives from multiple fields, including decision and control theory with contributions from

statistics, engineering, and economics. To capture formally robustness concerns about model ambiguity

and potential misspecification, preferences are defined via a minimization over possible probabilities subject

to penalization.1 We refer to the outcomes of our policy-maker decision problem as being robustly optimal.

Our exploration requires us to take a stand on uncertainty aversion in social preferences. Since it is not

the role of researchers to impose a specific level of aversion on society, we instead provide ways to quantify

the consequences of alternative degrees of this aversion. Section 3 describes our approach to uncertainty

and how to operationalize it.

We find it valuable to use three different conceptual tools to characterize and analyze the implications

for policy in the presence of uncertainty. They add to the usual toolkit for uncertainty quantification

featured in many scientific disciplines. The application of the third one is original to this paper and builds

on market valuation insights familiar to finance.

i) uncertainty decomposition by channels

Our model has four channels by which uncertainty impacts prescriptions: (i) investment productivity,

(ii) carbon-climate dynamics, (iii) economic damages, and (iv) technological innovation. The first

channel is familiar to production-based asset pricing models, while the others are included to reflect

additional challenges from climate-change concerns. To assess the importance of each channel, we

activate uncertainty concerns one channel at a time and compare the model outcomes to when we

activate all simultaneously. While this global decomposition is not additive, we nevertheless find it to

be a revealing way to understand better our main quantitative findings. We report the outcome of this

approach in Section 6.1, isolating the most salient source of uncertainty that underlies our findings.

ii) Uncertainty-adjusted probabilities that support robust decision making

For the resulting policy problems, we construct a probability that delivers the same decision rule with

just optimization. We call this constructed probability measure the uncertainty-adjusted probability

measure. We follow the advice of robust Bayesians by computing and inspecting this probability

distribution to enhance the understanding of our findings.2 We report these distributions to elucidate

1For theoretical formulations and justifications, see Anderson et al. (2003), Maccheroni et al. (2006), Hansen and Miao
(2018), and Cerreia-Vioglio et al. (2026).

2See Good (1952) for an initial articulation of this proposal, and Chamberlain (2000) for an econometrics example.
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some of our main findings and to help assess the plausibility of uncertainty aversion parameters. We

report on implied uncertainty-adjusted probabilities in Section 6.2.

iii) marginal social valuation

We apply novel representations of marginal valuations including for the social cost of global warming

and social value of research and development to enhance our understanding of the robustly optimal

policy responses. Such constructs are often referred to in policy discussions more generally (e.g. see

Dasgupta and Mäler (2001)) and enter first-order conditions for robustly optimal policies (see Section

4). The representations we describe and apply are in a form familiar to intertemporal asset valuation

but applied to marginal social cash flows. They open the door to additive decompositions of the alter-

native sources of the social cash flows, and provide insights into the impact of feedback mechanisms

among state variables. Moreover, they embrace uncertainty through the use of the uncertainty-adjusted

probabilities and support robust implementation – even in environments characterized by “deep un-

certainties.” This tool is developed and applied in Section 8 in explaining our substantive findings.

While the use of change in probability measure is a familiar tool for derivative claims pricing, the

uncertainty-adjusted probability is different from risk-neutral probability used in options theory.

Although our main conclusions are substantive, applications of the uncertainty decompositions based on

marginal social valuations are original to this paper. They have more general applicability in uncertainty

quantification and robust policy assessment. In particular, they highlight the value of our uncertainty

decomposition and marginal social valuation toolkit.

The model economies we consider use deliberately stark simplifications along some dimensions, as

is typical of many models in macroeconomics and finance, designed to reveal potentially nonlinear and

durable transition mechanisms. We solve and analyze our economies with the requisite use of global

solution methods, deliberately avoiding local approximations because the entire focus is on long-duration

transitional dynamics not intended to be close to interesting steady states. Among other features, the

uncertain transmission dynamics incorporate endogenous adjustments and allow for abrupt movements in

the climate-economic dynamics, including the Poisson events described previously. Thus, global numerical

solutions are essential to properly characterizing the nonlinear implications embedded in our model and in

the implications analyzed using our conceptual toolkit.

Related literature: Many contributions to what are referred to as integrated assessment models have
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little if anything to say about endogenous R&D or uncertainty concerns fully integrated into the policy

evaluation. A recent example in this literature is Barrage and Nordhaus (2024). Cai et al. (2017) and Daniel

et al. (2019) explored the ramifications of risk aversion in different settings in which a policy maker has

confidence in the probabilistic specifications and without endogenous R&D investments. Robustness and

social pricing considerations were introduced in an integrated assessment model by Barnett et al. (2020),

but again they did not consider endogenous R&D nor did they entertain fully dynamic implications of

the resulting uncertainty aversion. While our motivation for exploring R&D investment is consistent with

the arguments in Acemoglu et al. (2016), Aghion et al. (2022) and Alhamdan et al. (2023), our aim is to

explore the potential benefits within a formal quantitative analysis with robustness concerns. This prior

literature does not fully consider both uncertainty tradeoffs we highlighted initially, and it does not analyze

the two substantive findings that we feature.

From a more methodological perspective, previous research such as Ricke and Caldeira (2014), Cap-

pelli et al. (2021), and Barnett et al. (2022) has similar ambitions for the channel-based uncertainty

decompositions, but with different implementations. What is more novel is our development and use of

asset-pricing-like representations and decompositions for marginal social valuation. The resulting formulas

incorporate model ambiguity and model misspecification concerns through the use of uncertainty-adjusted

probabilities. Hansen and Souganidis (2025) provide a more formal mathematical justification for the

representations and formulas, but our paper provides the initial impetus for that work and has an initial

application of the methods.

2 Example economy

We consider a simple production-based model with an AK production technology along with adjustment

costs. Our production framework includes two investment opportunities. While one of the investments is

the commonly modeled investment in augmenting a broadly based capital stock, the second is an investment

in R&D. Climate change is incorporated via damages induced by global warming. A successful R&D

discovery eliminates carbon emissions from production, limiting any additional future climate damages.

Important components of our model specifications are two types of Poisson events, a damage informa-

tion event that reveals the economic implications for further increases in global warming and the technology

discovery. There are L possible initial jump realizations, with ℓ “ 1, . . . , L´1 pertaining to the damage im-
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plications for further increases in global warming and L denoting the final possible realization pertaining to

the technology discovery. These Poisson events are essentially “metaphors” for more complicated phenom-

ena, but ones that could unfold relatively rapidly.3 The modeling simplicity allows the computations and

characterizations to be particularly tractable. The resulting mechanisms and outcomes we elucidate will

remain applicable in many models with more complicated dynamics. Importantly, the Poisson outcomes

in our setup are triggered by intensity functions that depend on endogenous state variables, temperature

increases and enhancements in the stock of knowledge supporting new green technology discoveries.

We use this setup to report some quantitative illustrations. Our model specification is highly stylized,

which makes calibration challenging; but we do intend our computations to be meaningful and revealing.

We will make reference to some of our calibration choices as we develop the model details, and we provide

a more complete presentation and motivation in Appendix E. Given the stylized nature of our model spec-

ification, a more formal and complete calibration is not feasible.4 As a consequence, the model outcomes

we report should be thought of as illustrations of potentially important mechanisms. Since there are com-

peting forces in play, we will find the quantitative outcomes to be a revealing and essential component to

our economic analysis that follows. Perhaps this can help open the door to what Hansen and Heckman

(1996) call a “symbiotic relationship” with a productive intellectual exchange between model builders and

empiricists which will advance an overall climate-economics research program.

2.1 Production and innovation

Prior to introducing climate change, we include three modifications to a simple AK model of production:

adjustment costs, two investment opportunities, and an energy input.

2.1.1 Output

Output is split between consumption and two different types of investment with distinct intertemporal

contributions to production: a conventional capital investment, Ikt , and an investment in R&D, Irt :

Ct ` Ikt ` Irt “ αKt

”

1 ´ ϕ0 pBtq
ϕ1

ı

(1)

3For instance the damage information event could instead be an event that triggers collective awareness.
4Even if we had fully credible empirical inputs for all model components (which, in fact, we do not), repeated global

solutions to our coupled partial differential equations (PDE) system over a nontrivial parameter space, as needed for formal
estimation, would magnify dramatically the computational burden needed for formal estimation.
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for ϕ1 ě 2 and 0 ď ϕ0 ď 1. Superscripts r and k denote investment type. The notation Bt is defined by

Bt
def
“

ˆ

1 ´
Et

βαKt

˙

1tEtďβαKtu, (2)

where 1 is an indicator function that assigns one to the event in the t¨u brackets.

Emissions Et are a proxy for a “dirty” energy input into production. We restrict the energy input

to be nonnegative (Et ě 0q. When emissions fall short of the threshold βαKt, there is a corresponding

convex adjustment in the output given by the right-hand side of (1). For instance, one could imagine a

fixed proportions technology for energy and capital, where dirty energy reduction less than the required

proportion of capital must be replaced by a clean alternative subject to a convex “abatement cost.” In

this case, Bt is a measure of emissions abatement. Alternatively, one may think of this as a production

function with curvature in the energy input.5

Including an energy input with this functional form is mathematically similar to what is used in “DICE”

models as developed by Nordhaus (2017) and used by many others.

This technology is, by design, homogeneous of degree one. For a fixed Kt, the implied production

function is flat when emissions exceed the threshold of βαKt and has a zero left derivative at this point.

The output function equals 1 ´ ϕ0 when Et “ 0 and increases up to the threshold as a concave function

with curvature dictated by the parameter ϕ1. We feature the case in which ϕ1 “ 3. We suppose initially

that ϕ0 ą 0 and that at some future point a fully green technology becomes economically viable, in which

case ϕL0 “ 0 and dirty energy is no longer needed to produce output. We use the superscript L to denote

a realization of technology advance in the future. For instance, think of a substantial advance such as

nuclear fusion, although we choose to view the source of the breakthrough more generally.6

2.1.2 Productive capital evolution

The stock of productive capital, Kt, evolves as

dKt “ Kt

«

´µk `
Ikt
Kt

´
κ

2

ˆ

Ikt
Kt

˙2
ff

dt`KtσkdWt,

where σk is a row vector with the same dimension as the underlying Brownian motion. The new investment

5We elaborate more on this mathematical formulation and interpretation in Appendix C and mention that we could allow
for E to be negative as a way to capture carbon capture.

6See Chang (2022) and Ball (2023) for recent discussions of the state of nuclear fusion technologies and their promise.
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Ikt , augments the capital stock Kt, subject to an adjustment cost captured by the curvature parameter κ.

Capital is broadly conceived to include human capital and intangible capital.

2.1.3 R&D capital evolution

A process R captures the stock of R&D-induced knowledge capital and evolves as

dRt “ ´ζRtdt` ψ0 pIrt q
ψ1 pRtq

1´ψ1 dt`RtσrdWt, (3)

where 0 ă ψ1 ă 1 and Irt is an investment in research and development. While we will solve a social

planner’s problem, this evolution equation potentially includes an externality associated with R&D. For

pedagogical simplicity, we consider the case of a single technology jump to a fully productive green tech-

nology. The parameter ζ captures potential depreciation in the stock of knowledge pertinent for future

technological progress. The term σrdWt reflects an exogenous stochastic inflow of information on the future

likelihood of a technological advance.7 We impose that σr ¨σk “ 0 making the stochastic increments in the

two types of capital uncorrelated. The jump intensity for a new discovery J LpRtq is proportional to the

knowledge stock R. We denote the constant of proportionality by χ, so that J LpRtq “ χRt. We refer to

the resulting jump as a technology jump.

This endogenous R&D investment specification, while related to the seminal work of Romer (1990) and

Grossman and Helpman (1993), as well as the recent climate change focused contribution of Acemoglu

et al. (2016), emphasizes large-scale technological innovation and the uncertainty associated with such

investments. The parameters for the evolution of the knowledge stock are set so that the simplified model

without a damage information event produces outcomes that are roughly in line with empirical evidence

on the returns to R&D investment from Lucking et al. (2019) and Bloom et al. (2019), and for major U.S.

R&D investment programs reported in Stine (2008). We provide details in Appendix E.3.

2.2 Climate dynamics

Here we follow the simplified climate dynamics used in Brock and Xepapadeas (2017) and Barnett, Brock

and Hansen (2022). Their approach is based on an approximation from the geoscience literature used to

support model comparisons. Specifically, Matthews et al. (2009) and others have purposefully constructed

an approximation for climate model output:

7See Jaakkola and van der Ploeg (2019) for recent work on the policy implications of green breakthrough technology R&D.
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temperature anomaly pYtq « TCREpθq ˆ cumulative emissions ,

where TCRE is an acronym for the Transient Climate Response to cumulative Emissions. This simplified

formulation abstracts from transitory “weather” fluctuations in temperature. Instead, emissions today

have a long-lasting impact on temperature in the future where TCRE is a measure of climate sensitivity.

Our specific form is given by

dYt “ Et[θdt` ςdWt] (4)

where θ is obtained from the set Θ of TCREs implied by alternative climate models. The term ςdWt

captures short-term climate sensitivity fluctuations.8 We impose that σk ¨ ς “ σr ¨ ς “ 0 making the

stochastic increments in the temperature anomaly and the two types of capital uncorrelated. Figure

1 gives a smoothed histogram of the θ’s used in our computations. The inputs are constructed using

pulse experiments applied to models of carbon and climate dynamics from the climate science literature.

Appendix E.5 describes the histogram construction.9

Figure 1: Smoothed density for the exponentially weighted (over horizon) responses of temperature to an
emissions pulse based on input from 144 different models denoted by θ P Θ for |Θ| “ 144. The computations
are based on an exponential decay rate matching the discount rate δ “ .01.

For baseline probabilities across the alternative climate models, we assign to each model the same

subjective probability. For tractability, we abstract from parameter learning, as learning about such

parameters is challenging given the underlying model complexities and has been historically slow.10 Rather

8We are motivated by the TCRE literature in our specification of the mean temperature dynamics. The Brownian increment
component of our temperature dynamics has permanent impacts. Such long-term contributions have not been detected in
narrowly specified temperature dynamics. In more general depictions of climate change, however, durable uncertainty arising
from enhanced emissions is more readily justified.

9As is well known from the climate science literature, the models actually imply an emissions response that builds from
zero to a peak effect in about ten years followed by an approximate flattening at heterogeneous values. See Ricke and Caldeira
(2014) for a discussion of these findings. Roughly speaking, the heterogeneous values at which the responses flatten out are
equal to the model-specific TCRE’s we use. As argued in Barnett et al. (2022), these transient dynamics have little impact on
the model’s implications for policy. Thus, we adopt this simpler specification to avoid including an additional state variable.

10One could imagine that future observations on more extreme temperatures result in learning becoming more evident. An
aspect of this phenomenon is reflected in our damage information event.
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than choose a particular θ, we use weighted averages of the θ’s across the different climate models based

on a form of robust model averaging as is described in Section 3.2.

2.3 Damage functions

We assume that consumption, Ct, is diminished proportionately by climate change damages, Nt. Damages

follow a piecewise log quadratic function of the temperature anomaly y. We assume a damage information

event not only reveals the damage curvature for more extreme temperature changes, but it also induces a

discrete increase in the logarithmic derivative, dn̂{dy, in accordance with one of L´1 possible specifications.

Formally, the derivative of logarithmic damages n̂ with respect to the temperature anomaly is:

dn̂

dy
“ λ1 ` λ2y pre damage information event (5)

dn̂

dy
“ λ1 ` λ2 py ´ ŷ ` yq ` λ3pℓqpy ´ ŷq post damage information event (6)

for ℓ “ 1, ..., L ´ 1, where ŷ denotes the temperature anomaly when the damage information event takes

place. The threshold y denotes the upper limit on ŷ. The value of λ3 is initially latent, but is subsequently

revealed through the realization of a damage information event as captured by λ3pℓq and ŷ.11

The intensity function governing this jump is given by

J npyq “

$

’

&

’

%

0 0 ď y ď y

d0 exp
”

d1
2 py ´ yq2 ` d2

2 py ´ yq´2
ı

´ d0 exp
”

d2
2 py ´ yq´2

ı

y ă y ă y
,

where y denotes the lower bound for when the damage information event can occur. The numerical values

for the d’s are provided in Appendix E along with a plot of the implied intensity function. The d2 term

guarantees that the damage information event occurs prior to the temperature anomaly reaching y. Later

we will show graphically probabilities induced by our parameter settings.

The intensity J n determines probabilistically the time of a damage information event as a function of

the temperature anomaly. Given that such an event takes place there are L ´ 1 possible damage curves

that could be realized, each with equal probability. Curve ℓ has intensity:

J ℓpyq “

ˆ

1

L´ 1

˙

J npyq, ℓ “ 1, 2, ..., L´ 1.

11Notice that the post jump derivatives can be expressed as functions of y ´ ŷ, a property that leads to a transformation
of the state variable, post jump, and contributes some computational simplicity as is discussed in Appendix A.
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We refer to each of these jumps as a damage curvature jump; the damage information event is the collection

of these L ´ 1 potential jumps. We take their intensities, the J ℓ’s for ℓ “ 1, 2, ...L ´ 1, to be baseline

specifications, but we allow for robust adjustments to them.

Figure 2 displays the damage functions included in our analysis. A damage information event at a

lower temperature (ŷ “ 1.75) generates a range of damage curves that essentially includes those for a

damage information event at a higher value (ŷ “ 2.25q over the range plotted. The lower value for ŷ also

includes substantially more severe damage curves than those for the higher value. This functional form,

including the values of λ1, λ2, and λ3pℓq that we use, is roughly consistent with the range of climate damage

specifications from the literature, including Nordhaus (2019), Weitzman (2012), and the recent study by

Waidelich et al. (2024).

Figure 2: Range of possible damage functions for two cases with different temperature thresholds. Formally,
the vertical axis measures expp´n̂q. The solid curves show the average values, and the shaded regions give
the range of possible values for expp´n̂q, representing the remaining fraction of the economy’s capacity to
produce consumption. We constructed this figure for y “ 1.5 and y “ 2.5. The red curve and region show
the potential damage functions when the damage information event occurs at Yt “ ŷ “ 1.75. The blue
curve and region show the potential damage functions when the event occurs at Yt “ ŷ “ 2.25.

Notice that an early occurrence of the damage information event is in part “bad news” in our specifi-

cation due to the more extreme concavity of the damage function, in contrast with a late occurrence. Our

specification of damage uncertainty thus focuses on recognition of the severity of climate damage function

curvature in the future rather than stark “falling off the cliff” type damage specifications used in some

other settings with tipping points. 12 We intend this as an initial illustrative platform for addressing the

layers of important uncertainties in climate damages and prudent society responses.

12For instance, we find this more appealing than the so-called carbon-budgeting approach often referred to in discussions
of climate change policy. A carbon budget constraint imposes a Hotelling-type constraint on emissions to avoid a temperature
threshold. When the constraint binds, damages immediately become very substantial in contrast to damage function specifi-
cations like ours and others engaged in climate-economic research. Moreover, setting a carbon budget in terms of cumulative
emissions typically abstracts from the inherent uncertainty in how emissions impact temperature.
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Remark 2.1. Existence of global scale tipping points is controversial within the climate literature. For

example, see Brook et al. (2013) and Levitan (2013). We suspect that lower-order tipping points become

a more salient concern for extended versions of the analysis with regional heterogeneity in the exposure to

climate change, such as those highlighted by Drijfhout et al. (2015) and Armstrong McKay et al. (2022).

2.4 Social planner preferences

We adopt a recursive representation of preferences in continuous time for the planner. We start by forming

the forward-looking continuation value, Vt, under risk for each calendar date, t:

Vt “ δ

ż 8

0
expp´δuqE rplogCt`u ´ logNt`uq | Fts du

“ δ

ż τ

0
expp´δuqE rplogCt`u ´ logNt`uq | Fts du` expp´δτqE pVt`τ | Ftq .

where Ft reflects the date t information available to the planner. Thus under risk, the preferences assume

logarithmic utility in “damaged consumption”, C{N. The second equality expresses a backward recursion

linking future continuation values to the current one. When solving a planner’s decision problem, we

impose that the value function V expressed in terms of a state vector, Xt, satisfies: Vt “ V pXtq. The

following differential equation gives the local representation:

0 “ δ plogCt ´ logNt ´ Vtq ` lim
τÓ0

1

τ
rE pVt`τ ´ Vt | Ftqs . (7)

This equation becomes a Hamilton-Jacobi-Bellman (HJB) equation once we substitute a candidate

value function expressed as a function of the state vector. The HJB equations that interest us include

maximization along with the aversion adjustments captured by minimization. As we will see, the robustness

adjustments replace the local mean of the continuation value in (7) with a robust counterpart to:

lim
τÓ0

1

τ
E pVt`τ ´ Vt | Ftq .

Remark 2.2. The representation deduced in this section assumes a unitary elasticity of substitution which

we feature in most of our computations, although we do explore sensitivity to this modeling choice in

Appendix F and in more detail in the Online Appendix. In Appendix B we describe the extension allowing

for other values of this substitution parameter.
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2.5 State and control variables

In our computations that follow, we use the state variables:

Xt
def
“

„

pKt, pRt, Yt

ȷ1

, where pKt
def
“ logKt

pRt
def
“ logRt

For the two capital stocks, our computations of state variable derivatives are expressed in terms of

logarithms. When we quantify social values of the capital stocks, we make adjustments based on:

BV

Blog k
“

ˆ

BV

Bk

˙

k and
BV

Blog r
“

ˆ

BV

Br

˙

r.

We treat the damage curvature jumps and technology jump realizations as implying continuation values

for the post-jump outcomes. These become inputs into HJB equations prior to the jump. Throughout the

remainder of this essay, we let lower-case variables capture potential realizations of random vectors. The

realizations of the state vector, Xt, reside in a state space X .

We have three controls:

Ikt
Kt
,

Irt
Kt
, Et.

The first two controls are expressed relative to capital to simplify the numerical analysis. This construction

is consistent with the homogeneity properties of the technology. When we deduce first-order conditions for

robust optimality, we find it more valuable pedagogically to use Ikt and Irt as the choice variables without

the division by capital. In the social valuation formulas, we use damaged consumption as the numeraire.

Consumption prior to damages is determined by the output constraint (1), and damages are given by:

Nt “ exp rn̂pYtqs .

Consequently, consumption inclusive of damages (damaged consumption) satisfies:

Cdt
def
“

Ct
Nt

“
Kt

Nt

ˆ

α
”

1 ´ ϕ0 pBtq
ϕ1

ı

´
Ikt
Kt

´
Irt
Kt

˙

.

3 Confronting uncertainty

We now analyze the contributions to the planner’s Hamilton–Jacobi–Bellman (HJB) equation that emerge

because of aversion to model misspecification. We pose our hypothetical social planner’s decision problem
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in a continuous-time environment. The uncertainty adjustments for model misspecification concerns lead

us to replace a recursive maximization problem with a two-player formulation where one player maximizes

social well-being and the other adversarial player looks for a baseline model or prior misspecifications with

the most unfavorable consequences by solving a minimization problem. The uncertainty aversion of the

social planner is reflected in penalties that restrain the adversarial choice. The investigation in this section

focuses on the minimizing player and the implications for terms that enter the HJB equation involving the

evolution of the value function. We omit the other terms, remembering that these are also important for

deriving the maximizing control law and solving the HJB equation. The full HJB equations are provided

in Appendix A and the Online Appendix.

We follow Anderson et al. (2003) by entertaining misspecification linked both to the Brownian contri-

bution and to the jump contribution. We use a well-studied construct called relative entropy or Kullback–

Leibler divergence scaled by a penalty parameter to quantify misspecification. This divergence is measured

as a non-negative expected log-likelihood ratio that we use to limit the search over potential model dispar-

ities in the uncertainty analysis.13

3.1 Brownian motion misspecification

Under a baseline probability specification, W
def
“ tWt : t ě 0u is a multivariate standard Brownian motion,

and F
def
“ tFt : t ě 0u is the corresponding information filtration with Ft generated by information that is

realized between dates zero and t, including the Brownian increments.

As is familiar from derivative claims pricing, positive martingales with expectations equal to one pa-

rameterize changes in probability measures. From Girsanov theory, such martingales can be characterized

by their implied drift distortions. In particular, under the martingale change in the probability measure,

process W
def
“ tWt : t ě 0u instead has a drift H

def
“ tHt : t ě 0u, and hence the increment is

dWt “ Htdt` dWH
t

where WH is a standard Brownian motion under the change in probability measure. Given the local

normality implied by Brownian motions, the corresponding local measure of relative entropy is simply:

1

2
Ht ¨Ht,

13See Cerreia-Vioglio et al. (2026) for an axiomatic formulation of misspecification aversion.
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which we use to penalize search over alternative possible misspecifications.

Write the stochastic increment of the state vector processX that is contributed by the Brownian motion

as σpXt, AtqdWt, where At is a decision or action taken at time t. Then for a hypothetical value function V

and the potential misspecification, we write the value function exposure to the Brownian increment as:14

BV

Bx1
pXtqσpXt, AtqdWt “

BV

Bx1
pXtq

“

σpXt, AtqHtdt` σpXt, AtqdW
H
t

‰

.

Thus, the potential misspecification contributes a drift distortion σpXt, AtqHtdt to the dynamic evolution

of the state vector process X.

We now introduce a parameter ξm that penalizes the search over possible misspecifications. The penalty

parameter ξm restrains the concern for robustness to model misspecification. This leads us to solve the

following minimization problem

Problem 3.1.

min
Ht

BV

Bx1
pXtqσpXt, AtqHt `

ξm
2
Ht ¨Ht “ ´

1

2ξm

BV

Bx1
pXtqσpXt, AtqσpXt, Atq

1 BV

Bx
pXtq,

with the minimizing H given by:

H˚
t “ ´

1

ξm
σpXt, Atq

1 BV

Bx
pXtq.

This minimization problem captures a form of uncertainty aversion or preference for robustness to

potential misspecification, analogous to risk aversion. A limiting choice of ξm « 8 implies a minimizing

choice of Ht “ 0. More generally, small values of ξm imply a high degree of misspecification concerns. The

implied drift vector, H˚
t , has a relatively larger contribution when the value function is more adversely

exposed to the Brownian increments. The parameter ξm governs the magnitude of H˚
t . A smaller value of

ξm results in drift adjustments with a larger magnitude.15 We include the minimizing outcome of Problem

3.1 in the HJB equation.

3.2 Robust model averaging

Recall that we are using as inputs 144 different climate models capturing the link between emissions and

temperature, the TCRE’s as given in (4). The model output histograms that we reported in Figure 1

14We use the notation BV
Bx

pxq to denote a column vector of derivatives with respect to the column vector x and BV
Bx1 pxq to

be the corresponding row vectors of derivatives with respect to the row vector x1.
15While this looks obvious from the Problem 3.1 solution, it is subtle since the value function implicitly depends on ξm.
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implicitly assigned equal weights across the models. Let θ index a possible TCRE in a set Θ, and let Pt be

a baseline probability that assigns weight 1{144 to each member of the set. We allow for time dependence

in the baseline probability in our notation to allow for recursive learning, although we abstract from this

learning in our application. Even when Pt is time invariant, we will entertain alternative weights that are

time varying in our robustness analysis.

We incorporate concerns about the potential misspecification of these baseline model weights by intro-

ducing alternative relative densities Qtpθq ě 0 that satisfy:

ż

Θ
QtpθqdPtpθq “ 1

where QtdPt gives an alternative weighting across models. With this alternative weighting, we form the

model average TCRE as follows:

θ̃t
def
“

ż

Θ
θQtpθqdPtpθq

with a baseline outcome θ̄ obtained by setting Qt “ 1. The discrepancy between the two temperature

evolution drifts is then given by

Et
´

θ̃t ´ θ̄t

¯

.

We now use a relative entropy measure that is expressed in terms of model weights:

ż

Θ
Qtpθq logQtpθqdPtpθq

in conjunction with a penalty parameter ξa. We follow Hansen and Miao (2018) by introducing16

Problem 3.2.

min
Qt,

ş

ΘQtpθqdPtpθq“1

BV

By
pXtqEt

ż

Θ
θQtpθqdPtpθq ` ξa

ż

Θ
Qtpθq logQtpθqdPtpθq

“ ´ ξa log

ż

Θ
exp

„

´
1

ξa

BV

By
pXtqEtθ

ȷ

dPtpθq, (8)

with a minimizing solution

Q˚
t pθq “

exp
”

´ 1
ξa

BV
By pXtqEtθ

ı

ş

Θ
exp

”

´ 1
ξa

BV
By pXtqEtθ

ı

dPtpθq

.

16As noted by Hansen and Miao (2018), the outcome of Minimization Problem 3.2 more generally can be viewed as a
continuous-time version of a smooth ambiguity adjustment of the type advocated by Klibanoff et al. (2005).
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Notice that the adjustment in the weights in the minimizing solution has an exponential tilt based on the

negative of the model-specific value function evolutions:

BV

By
pXtqEtθ

scaled by 1{ξa. With this adjustment, smaller continuation-value increments induce larger model weights.

The uncertainty aversion adjustment for the model averaging incorporates term (8) into the HJB

equation for the policy maker in place of BV
By pxqeθ, or its simple average over alternative θ’s for the different

models. In our implementation, we will close down less structured drift distortion for the temperature

equation and replace it by this more structured approach.

3.3 Jump misspecification

As we will see, jump components play prominently in our uncertainty analysis. The jump probabilities

depend on endogenously determined intensities. Our specification of these intensities thus induces a cor-

responding endogeneity in the information structure, as we describe below.

We assume a discrete set of jump states ℓ “ 1, 2, ..., L. Let J ℓ denote a state-dependent intensity for

a jump of type ℓ. Recall that the jump intensity, J ℓ, implies an approximate jump probability, ϵJ ℓ, over

a small time increment, ϵ. Following a jump of type ℓ, the value function jumps to V ℓ. In the absence of

misspecification concerns, the jump process contributes the following term to the HJB equation for V pXq:

L
ÿ

ℓ“1

J ℓpXtq

”

V ℓpXtq ´ V pXtq

ı

, (9)

capturing the jump-risk contribution to the stochastic evolution of the value function.

To allow for potential misspecification, we introduce non-negative functions Gℓt where the altered jump

contributions have intensity J ℓpXtqG
ℓ
tpXtq. To restrain the exploration of potential misspecification, we

introduce a convex cost:

ξm

L
ÿ

ℓ“1

J ℓpXtq

”

1 ´Gℓt `Gℓt logG
ℓ
t

ı

.

The term multiplying ξm is a local (in time) measure of relative entropy or Kullback–Leibler divergence

applicable to jump processes.17 To confront misspecification, we solve:

17See, for instance, Anderson et al. (2003).
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Problem 3.3.

min
Gℓtě0

L
ÿ

ℓ“1

J ℓpXtqG
ℓ
t

”

V ℓpXtq ´ V pXtq

ı

` ξm

L
ÿ

ℓ“1

J ℓpXtq

”

1 ´Gℓt `Gℓt logG
ℓ
t

ı

“ ξm

L
ÿ

ℓ“1

J ℓpXtq

„

1 ´ exp

ˆ

´
1

ξm

”

V ℓpXtq ´ V pXtq

ı

˙ȷ

(10)

with a minimizing solution:

Gℓ˚t “ exp

ˆ

´
1

ξm

”

V ℓpXtq ´ V pXtq

ı

˙

.

Notice that the jump intensities increase or decrease depending on whether V ℓpXtq ´ V pXtq is negative or

positive. The misspecification aversion for the prospective jumps contributes the RHS term from 10 to the

policy-maker HJB equation in place of the term given in 9.

Remark 3.4. In our example economy, we compute V ℓ’s by solving value functions conditioned on the

damage curvature jumps (ℓ “ 1, 2, ..., L ´ 1) and the technology jump (ℓ “ L) using the same baseline

intensities for the remaining jump possibilities.

To implement these specifications of uncertainty aversion or robustness concerns requires that we specify

the parameters ξm and ξa. Since the ξm and ξa parameter settings are a feature of planner preferences,

as external researchers we see little reason to commit to specific calibrated values. Instead we show

implications of multiple specifications and provide some diagnostics that help in assessing their plausibility.

4 First-order conditions for robustly optimal policies

In addition to CO2 emissions, the social planner has two investment opportunities to consider in our setup:

investment in new capital and investment in R&D. We now investigate the first-order conditions prior to the

realization of either the technology discovery or the damage information event. The first-order conditions

for all three controls have a central role for the partial derivative of the value function with respect to an

endogenous state, the logarithm of capital, the logarithm of the knowledge stock, or temperature. In all

three cases, we will display the role of the shadow value of the corresponding asset stock.

The first-order conditions for investment in new capital are

1

Kt

„

BV

Bk̂
pXtq

ȷ ˆ

1 ´ κ
Ikt
Kt

˙

´ δ

ˆ

1

Ct

˙

“ 0,
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where the initial division by Kt occurs because of our choice of logKt as a state variable. Thus, we obtain

the formula for the investment-capital ratio:

Ikt
Kt

“
1

κ
´

1

κ

¨

˝

δKt

Ct

”

BV
Bk̂

pXtq

ı

˛

‚,

where the term in brackets on the far right of this formula, when scaled by Nt, is the reciprocal of “Q”

from the theory of investment expressed in units of damage consumption.

The first-order conditions for the socially efficient R&D investment are

BV

Br̂
pXtqψ0ψ1 pIrt q

ψ1´1
pRtq

´ψ1 ´

ˆ

δ

Ct

˙

“ 0. (11)

Thus
Irt
Rt

“ pψ0ψ1q
1

1´ψ1

˜

Ct
“

BV
Br̂ pXtq

‰

δRt

¸
1

1´ψ1

.

where the term on the far right in brackets, when scaled by 1{Nt, is what we will refer to as the social value

of the knowledge stock of R&D (SVRD). It is quantified by the marginal value of the knowledge stock and

expressed in units of (damaged) consumption.18

The first-order conditions for emissions depend on the uncertainty-adjusted dynamics for temperature:

„

BV

By
pXtq

ȷ

θ̃˚
t ` Et

„

B2V pXtq

By2

ȷ

|ς|2 `

ˆ

δ

Ct

˙

ϕ0ϕ1
β

pBtq
ϕ1´1 1tEtďβαKtu “ 0

where

θ̃˚
t “

ż

Θ
θQ˚

t pθqdPtpθq

provided there is a nonnegative solution for emissions. Otherwise, emissions are zero.19 This equation

continues to hold if we divide the terms by marginal utility of damaged consumption, δNt{Ct. The implied

social cost of carbon (SCC) is

ˆ

Ct
δNt

˙ ˆ„

´
BV

By
pXtqθ̃

˚
t

ȷ

´ Et
„

B2V pXtq

By2

ȷ

|ς|2
˙

, (12)

and the social benefit is

1

Nt

ˆ

ϕ0ϕ1
β

˙

pBtq
ϕ1´1 1tEtďβαKtu,

18The division by Rt offsets our use of the logarithm of the knowledge stock as we noted in Section 2.5.
19We could capture this outcome formally by including a Karush-Kuhn-Tucker multiplier.
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both expressed in terms of damage-adjusted consumption as the numeraire. Going forward, we refer to

´

ˆ

Ct
δNt

˙ „

BV

By
pXtq

ȷ

as the social cost of global warming (SCGW), which is a central input into the SCC.

These marginal formulas are evaluated at the socially efficient allocation as is required for deducing

the Pigouvian taxation, and they depend on the presumed ambiguity aversion. This is in contrast to

many empirically-based measures of the SCC. Notice also that the SCC (12) includes an explicit volatility

adjustment because emissions in our model alter the local exposure to Brownian motion risk.

We report investment as a ratio to output, where our measure of output is αK for a given capital

realization K. This measure deliberately abstracts from the energy input in production. Because energy

use is the source of the externality, we report the resulting emissions separately rather than incorporating

an abatement adjustment into output.

5 Stochastic simulations

Prior to providing a systematic reporting of the quantitative findings, we illustrate model output via some

simulations. Figure 3 gives four stochastic pathways for the robustly optimal choice of R&D investment and

emissions. The simulations are chosen to illustrate a range of possible outcomes, rather than to represent

typical trajectories. The pathways were generated using the baseline probabilities with the investment and

emissions decision rules computed under a choice of ξm that we refer to as the less averse specification.

Panel (a) illustrates the impacts of the Poisson events on R&D investment trajectories from our stochas-

tic pathways for 65 years. Each case begins with substantial R&D investment and grows stochastically

for a while. Neither a damage information event nor a technology discovery occurs along path 1. When a

technology jump occurs, as in path 2, R&D investment drops to zero. Damage information events, which

reveal the λ3 governing the damage function, occur first along paths 3 and 4. On path 3, the news about

damage curvature at the jump date is good (a low value of λ3), and the path for R&D investment shows

a substantial drop. Along path 4, the news about damage curvature is bad (a high value of λ3), and there

is a prominent increase in R&D investment, presumably because of the forthcoming pronounced damages.

With the exception of the path 2 technological breakthrough, the emissions responses depicted in Panel

(b) of Figure 3 are more muted than the R&D investment responses. When there is good news about
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damages, as in path 3, we see a negligible impact on emissions. In contrast, for path 4, when there is a

bad news realization about damages, there is a notable drop in emissions.

(a) R&D investment-output ratio (b) Emissions

Figure 3: Illustrative stochastic pathways computed with baseline probabilities and controls given by the
ξm “ .1, or less uncertainty aversion, specification. Panel (a) shows the robustly optimal R&D investment
choices expressed as ratio of output abstracting from the energy input (αK) for the stochastic simulation
pathways. Panel (b) shows the robustly optimal emissions choices for the stochastic simulation pathways.
Path 1 (dark blue) is a case with no jumps. Path 2 (red) is a case with a technology jump at year 14. Path
3 (green) is a case with a damage curvature jump (λ3 “ .053) at year 34. Path 4 (light blue) is a case with
a damage curvature jump (λ3 “ .298) at year 36.

We make a more systematic investigation of some of these findings in the next section.

6 Uncertainty assessments

We implement two complementary quantifications of uncertainty impacts. Since our model has multiple

channels by which uncertainty can impact policy outcomes, we first consider the uncertainty consequences

of the particular channels. We then formally inspect the uncertainty-adjusted probabilities.

6.1 Uncertainty deconstruction

As we delineate in the introduction, our model has four channels, each of which has its own distinct

uncertainty input. We rely on our formulation of decision theory to explore the relative importance of

alternative channels by which uncertainty impacts the valuation and alternative policy challenges. We

compare actions and outcomes when we activate each uncertainty channel by itself when solving the ad-

versarial minimization problem to the corresponding actions and outcomes when all channels are activated

simultaneously. This will open the door to some more focused investigations of the uncertainty impacts.
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We used two penalization parameters to represent the uncertainty aversion: ξm for misspecification

concerns about the stochastic dynamics and ξa for ambiguity in how to weight the alternative climate

models. It is fair game to explore sensitivity along both dimensions. Since the outcome of the model

ambiguity gives a counterpart to a drift distortion in the temperature evolution equation, to limit the

scope of the sensitivity analysis, we do the following. For a given value of ξm, we choose ξa to match the

same magnitude of the drift distortion in the initial time period. In much of what follows we will illustrate

results for three specifications of ξm with the following labels or references — baseline: ξm “ 8; less

aversion: ξm “ .1; and more aversion: ξm “ .05. In addition, reported outcomes are computed at the

initial time period for our simulations unless otherwise stated. For results reported across time horizons,

scaling factors used to compute the outcomes are based on values from the initial simulation time period.

SVRD R&D investment / output

Uncertainty channel ξm “ .1 ξm “ .05 ξm “ .1 ξm “ .05

baseline 3.91 (60%) 3.91 (38%) .0066 .0066

climate uncertainty 4.01 (61%) 4.10 (40%) .0070 .0073

damage uncertainty 4.06 (62%) 4.20 (41%) .0072 .0076

productivity uncertainty 3.83 (59%) 3.76 (36%) .0064 .0061

technology uncertainty 5.93 (91%) 8.26 (80%) .0153 .0296

all channels 6.52 10.36 .0185 .0465

Table 1: The SVRDs and the R&D investment-output ratios when different uncertainty channels are
activated. Columns 1 and 3 show outcomes for the less uncertainty aversion case. Columns 2 and 4 show
outcomes for the more uncertainty aversion case. Each row shows the outcomes when activating different
uncertainty channels: no uncertainty (row 1), climate model only (row 2), damage model only (row 3),
capital productivity only (row 4), R&D technology only (row 5), and all channels (row 6). The numbers in
the parentheses for the SVRDs are the values in each row as a percentage of the “all channels” outcomes.

Table 1 gives the uncertainty decompositions for both the uncertainty contributions to the social values

of research and development (SVRD) and the corresponding R&D investments for two values of ξm. We

will say more about the plausibility of these values in a subsequent section. For both the social valuations

and the implied actions, technological uncertainty accounts for the bulk of the uncertainty enhancement.

Consider the case of a more modest uncertainty aversion. There is only a 9% reduction in the social value of

R&D when activating only the technology channel. This is in contrast to an approximately 40% reduction
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for the other three channels with a similar reduction under the baseline specification. While technology

continues to dominate when ξm “ .05, the percent reductions are larger across the board. Importantly,

the technology uncertainty channel alone still captures 80% of the SVRD value.20

The R&D investment-output ratios reflect the dominant impact of technology uncertainty, and they

increase in response to an enhanced aversion to misspecification uncertainty with one exception. Thus, the

planner is more proactive in the R&D investment response when the uncertainty concerns are enhanced.

We will have more to say about this finding in Section 9. When we activate only the uncertainty concerns

about the productivity channel, R&D investment decreases slightly even relative to the baseline case, given

the enhanced concerns about the overall productivity.

Table 2 presents the results of the uncertainty decomposition for the SCGW and emissions.21 The

patterns are very similar to those reported in Table 1. The technology channel is again the dominant con-

tributor to the uncertainty responses. Emissions respond proportionately much less than R&D investment

in the face of uncertainty concerns.

SCGW emissions

Uncertainty channel ξm “ .1 ξm “ .05 ξm “ .1 ξm “ .05

baseline 60.5 (51%) 60.5 (23%) 9.26 9.26

climate uncertainty 62.1 (52%) 63.5 (25%) 9.25 9.23

damage uncertainty 63.6 (54%) 66.6 (26%) 9.24 9.21

productivity uncertainty 59.9 (50%) 59.3 (23%) 9.27 9.27

technology uncertainty 103.0 (87%) 174.1 (67%) 8.96 8.58

all channels 118.9 258.9 8.85 8.15

Table 2: The SCGWs and emissions when different uncertainty channels are activated. Columns 1 and
3 show outcomes for the less uncertainty aversion case. Columns 2 and 4 show outcomes for the more
uncertainty aversion case. Each row shows the outcomes when activating different uncertainty channels:
no uncertainty (row 1), only climate model (row 2), only damage model (row 3), only capital productivity
(row 4), only R&D technology (row 5), and all channels (row 6). The numbers in the parentheses for the
SCGWs are the values in each row as a percentage of the “all channels” outcomes.

20This form of decomposition, sometimes referred to as a first-order index, is not additive. In contrast, a Shapley decompo-
sition is additive and accommodates the cross-dependencies of multiple channels. See Shapley (1953). The computed Shapley
value percentages for the technology channel are 85% for ξm “ .1 and 81% for ξm “ .05. See Appendix H for more details.

21Multiplying the SCGWs by θ̃˚
“ .00186 for ξm “ 8, θ̃˚

“ .00189 for ξm “ .1, and by θ̃˚
“ .00197 for ξm “ .05, and

scaling by 1000 to convert to units of dollars per ton of carbon, gives primary contributors to the SCCs. See formula (12).
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6.2 Uncertainty-adjusted probabilities

We next consider the implied uncertainty-adjusted probabilities that emerge from our analysis for the alter-

native sources of uncertainty aversion: Brownian shocks, climate model weights, and Poisson events. These

probabilities are the solutions to the minimization problem, evaluated at the solutions to the maximization

problem. These should not be viewed as “best-guess” distributions; but rather they are the “worst-case”

distributions subject to penalization that are a vehicle by which the planner constructs robustly optimal

courses of action. Although so far we have featured results for two specifications of the penalty parameter:

ξm “ .05 (more aversion) and ξm “ .1 (less aversion), we also later report some results for a larger range

of values.22 It is straightforward to run our solution code for other values of ξm.

While it is hard to interpret directly the magnitudes of ξm, we find it valuable to adopt an approach

commonly used for robust Bayesian methods by inspecting worst-case probability specifications and isolat-

ing where the probability adjustments are most prominent.23 Formally, this is motivated by an application

of the Min-max Theorem, which constructs a single probability specification under which robustly optimal

decisions are optimal. In addition to confirming plausibility, as suggested by Good (1952), this outcome

reveals where the uncertainty concerns are most impactful for the robustly optimal policy. In effect, ξm

provides a way to assess how consequential the various uncertainty inputs are to the decision problem.

ξm capital knowledge stock

.1 -.094 -.004

.05 -.178 -.011

Table 3: Drift distortions for capital stock evolution (center column) and the knowledge stock evolution
(right column) for less aversion (top row) and more aversion (bottom row).

We start by reporting the drift distortions for the two capital stock processes. These are given in Table

3. The negative drift distortions for capital and the knowledge stock highlight that worst-case concerns tilt

towards reduced effectiveness of investment in capital and R&D. The larger relative changes in the drift

distortion when moving from less to more aversion underscore the sensitivity to the uncertainty concerns

22Abstracting from the model averaging, there is a mathematical equivalence between robustness and recursive utility risk
adjustments for some of the results we report. The corresponding risk aversion parameter settings from recursive utility for
less aversion (ξm “ .1) and more aversion (ξm “ .05) are γ “ 11 and γ “ 21, respectively. We only mention this because of
the extensive use and familiarity of recursive utility in the asset pricing literature. The robustness interpretation is central to
our analysis and is particularly apropos for climate economic applications. This is consistent with the perspective stated in
Rising et al. (2022) and elsewhere, and it supports our uncertainty decompositions.

23For instance, see Good (1952) and Chamberlain (2000).
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faced by the planner in setting robustly optimal investment strategies. The negatives of drift distortions for

the capital stock are interpretable as implied shadow Sharpe ratios induced by uncertainty aversion to the

exposure of capital to Brownian risk, since the reported distortions are multiplied by the volatility exposure

to the productivity shock.24 The magnitudes of the distortions for the knowledge stock are quantitatively

small. As we will see, the jump components to the technological uncertainty are a major contributor to

the social valuation of the stock of knowledge, in contrast to these reported drift distortions.

Figure 4: Uncertainty-adjusted densities for θ. The baseline and two uncertainty-adjusted densities are
relative to a uniform baseline density. The resulting model averages are 1.86 for ξm “ 8, 1.89 for ξm “ .1,
and 1.97 for ξm “ .05.

Figure 4 reports the baseline and uncertainty-adjusted relative probability density functions for two

different values of ξm relative to baseline probabilities that equally weight each of the 144 different model

outcomes. By construction, the baseline relative density is constant at a value of one. The two relative

densities of interest slope upward to the right, placing more probability on the higher values of θ. This

implies an increase in the mean. While the relative densities show substantive divergence from unity for

values of θ near 1 and 2.5, these turn out to be very atypical values of θ as we displayed in Figure 1. As a

result, the mean increases are quite modest, as reported in Figure 4, especially for ξm “ .1 (less aversion).

Our model allows for multiple jumps with state-dependent intensities. We compute the relative contri-

butions for the timing of the first jump. This first jump could be either one of the damage curvature jumps

or a technology jump. Using the formulas provided in Appendix D, we report additive decompositions of

the jump-time densities (relative to uniform densities) for the damage information event and technology

jump contributions. The damage information event aggregates over all possible damage curvature jumps.

24In Appendix E.7, we discuss further the (shadow) local asset pricing implications of our model. The implications of global
asset pricing depend on the consumption allocations deduced from prudent policy analysis. This ambition is different from
deducing positive predictions for suboptimal allocations.
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(a) Contribution of technology jump.
(b) Contribution of the damage information
event.

Figure 5: Additive decomposition of the jump-time densities under the baseline probability and uncertainty-
adjusted probabilities for two specifications of uncertainty aversion. By design, the density contributions
across the two panels sum to one. The technology discovery contribution is 60% for the baseline specifica-
tion, 42% for less aversion, and 12% for more aversion.

Since there are multiple potential damage curves, we report how misspecification aversion shifts the

weights of the unknown damage curve parameter, λ3. The baseline (ξm “ 8) distribution for λ3 is uniform

[0, .33]. We used twenty equally spaced discrete support points in our computations. As we see in Figure

6 the uncertainty-adjusted probabilities are tilted to the right, with a quite extreme shift when ξm “ .05.

The implied averages for λ3 are given in the caption to Figure 6. The adjustment ξm “ .1, while more

modest, is still quite notable. The distributional shifts for the potential damage curvature turn out to be

much more consequential than the climate model uncertainty.

Figure 5 plots the ex ante density contributions for the first jump time. The left panel of the figure

displays the contribution coming from a technology jump and the right panel from the damage information

event. The jump time density is the sum of these two contributions. Uncertainty aversion pertaining to

the technology contribution makes a successful discovery appear more likely to be delayed, reflected in

the uncertainty-adjusted density in the left panel. The delayed prospects for success make R&D invest-

ment less attractive. Consistent with these probabilistic delays, as we increase the uncertainty aversion,

the contribution of the damage information event becomes much higher under the uncertainty-adjusted

probability measures. The modal jump date for a damage information event occurs around 37 years, about

the same with or without ambiguity aversion. Under a “business as usual” vantage point, the counterpart

density would have a mode that occurred much earlier with a much greater contribution from damages.
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Figure 6: Uncertainty-adjusted probabilities across the alternative λ3’s for the baseline probabilities and
two specifications of uncertainty aversion. The resulting λ3 averages are .167 for the baseline specification,
.221 for less aversion, and .285 for more aversion.

In results that follow, the Poisson jump uncertainty will play a central role in the policy analysis.

7 Acting now or waiting?

Our damage information event reveals the tail of the damage function associated with more extreme

warming of the environment. As usual with conditioning, responses depend on which damage curvature is

revealed. The responses to this event reflect the uncertainty tradeoff between acting now versus waiting

until there is more information. The damages we confront in the future could be very severe or possibly

modest, giving a motive for waiting. On the other hand, if they turn out to be severe, it may be very

costly to delay all action and an initial response based on this possibility could be prudent.

Figure 7 and Table 4 give the “before and after” emissions and R&D investment responses to a damage

information event. For the sake of illustration, the figure and table consider two different state configu-

rations at the time when the event occurs. In both cases we assume the event occurs at a temperature

anomaly of two degrees Celsius (ŷ “ 2). We set capital stock and the knowledge stock to be the medians

assuming no jump of any kind takes place in prior periods. We report results for the baseline specification

and the less aversion specification (ξm “ .1). While the capital stock is very similar, the knowledge stock

is substantially higher for the second configuration. We report results imposing the corresponding initial

conditions when depicting baseline and less aversion results.25 The dashed lines give the pre-event emis-

sions and R&D investments, and smoothed densities show post-event responses across potential damage

25In Appendix I we provide additional results where we hold fixed the state variable initialization at both the baseline and
the less-aversion median values and look at the outcomes for both the baseline and less-aversion robustly optimal policy rules.
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curvatures. Table 4 reports the pre-event values and the post-event median value and the minimum and

maximum values across potential damage curvatures for R&D investment and emissions responses.

(a) Emissions (b) R&D investment

Figure 7: Robustly optimal emissions and R&D investment choices before and after a damage information
event. Each case uses the median capital and knowledge stock values for no-jump simulations at ŷ “ 2˝C
under the respective uncertainty aversion specification. The median capital and knowledge stock values
for the baseline case are k “ 1505 and r “ 35. The median capital and knowledge stock values for the
less-aversion case are k “ 1508 and r “ 56. The post-damage information event policies are evaluated
at z “ 2.5. Red curves depict the baseline responses and blue curves depict the less-aversion responses.
The solid curves are Gaussian kernel densities of the 20 post-damage curvature jump outcomes, with equal
weights and Scott’s bandwidth multiplied by 0.8. The dashed vertical lines give the outcomes before the
damage curvature jump. Emissions are reported in gigatons of carbon (GtC). R&D investment is reported
as a ratio relative to output abstracting from the energy input (αK).

Panel (a) of Figure 7 and columns 2–3 of Table 4 show the pre- and post-event emissions responses.

Not surprisingly, there is considerable heterogeneity in the post-event emissions responses as the reactions

become tailored to potential damages induced by more extreme global warming. With the uncertainty

concerns (ξm “ .1), Figure 7 shows that the response density shifts to the left. As reported in Table 4, the

median post-event responses are substantially lower than the pre-event counterparts showing that there is

indeed a “wait-and-see” aspect to our findings for emissions.

The pre- and post-event R&D investment responses are shown in panel (b) of Figure 7 and columns

4–5 of Table 4. As both the table and figure show, there is a very substantial amount of heterogeneity in

the post-event responses, even more so than with emissions. Not only are the median post-event responses

higher than the pre-event counterparts, but Figure 7 also shows that the spread in post-event responses is

substantially amplified when the planner has uncertainty concerns (ξm “ .1).
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emissions (GtC) R&D investment / output

ξm pre-event post-event pre-event post-event

8 17.8 15.8 .017 .024
(14.6, 18.9) (.002, .038)

.1 17.2 14.9 .039 .045
(12.9, 19.0) (.001, .083)

Table 4: Robustly optimal emissions and R&D investment choices before and after a damage information
event. Each case uses the median capital and knowledge stock values for no-jump simulations at 2˝C under
the respective uncertainty aversion specification. The median capital and knowledge stock values for the
baseline case are k “ 1505 and r “ 35. The median capital and knowledge stock values for the less-aversion
case are k “ 1508 and r “ 56. The post-damage information event policies are evaluated at z “ 2.5.
Parentheses below each median report the minimum and maximum of the 20 equally weighted post-event,
pre-technology policy values. Emissions are reported in gigatons of carbon (GtC). R&D investment is
reported as a ratio relative to output abstracting from the energy input (αK).

8 Marginal valuations as asset prices

We next describe a type of local sensitivity analysis that helps us interpret some of our main findings using

an asset pricing perspective. In terms of an asset pricing analogy, we take an intertemporal cash flow

rather than a one-period return perspective when deducing contributions and uncertainty implications to

valuations. This intertemporal valuation perspective seems particularly relevant because of the long-term

implications of our model specification and Poisson events that we entertain over long horizons.

We draw on an approach for representing intertemporal marginal values developed and justified in

Hansen and Souganidis (2025). Our interest is in using the resulting representations to interpret and

deconstruct model implications. The representations of marginal valuation closely resemble intertemporal

cash flow valuation under uncertainty. The formulas we use are designed to incorporate broadly-based

uncertainty concerns and a prominent role of Poisson events with endogenous intensities in our framework,

both of which are central to our application.

Distinct marginal social valuations emerge in the three sets of first-order conditions for the planner

controls: the value of capital
`

BV
Bk

˘

, the value of R&D
`

BV
Br

˘

, and the cost of global warming
´

´ BV
By

¯

. While

much of the climate-economics literature has focused on variants of the social cost of global warming, we are

also particularly interested in the social value of R&D and how uncertainty aversion impacts this valuation

in order to understand why our planner is proactive in response to enhanced aversion to uncertainty. The

asset-pricing type representations of the marginal valuations, expressed in terms of discounted social cash
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flows, allow us to inspect and deconstruct the contributions to these social valuations. We construct our

marginal value representations prior to the first jump occurring.

As we have shown, this jump could be one of the damage curvature jumps or a technology discovery

jump. The initial jump plays the role of a state-dependent terminal condition with an endogenously

determined continuation value conditioned on the jump occurring. This initial jump could be any of the L

possible jump types. Given this perspective, we adjust the discounting to incorporate jump probabilities.

The resulting discount rate we use for time τ is:

δ `

L
ÿ

ℓ“1

G˚ℓ
τ J ℓpXτ q.

with the date t, state-dependent discount factor given by:

Dist
def
“ exp

˜

´

ż t

0

«

δ `

L
ÿ

ℓ“1

G˚ℓ
τ J ℓpXτ q

ff

dτ

¸

.

Recall that the G˚ℓ
τ ’s are the uncertainty adjustment factors for the intensities. The adjustment:

exp

˜

´

ż t

0

«

L
ÿ

ℓ“1

G˚ℓ
τ J ℓpXτ q

ff

dτ

¸

. (13)

to the subjective discounting gives the probability of there not being a jump until date t. We include this

term in the discount factor Dist so that we can continue to exploit diffusion-based characterizations of

marginal valuation.

We next describe a type of local sensitivity analysis that allows us to deconstruct the implications of the

model. The key inputs in this and other related forms of sensitivity analysis are marginal impulse response

processes Λ,26 which give the impacts on the future state vector X of a marginal change in one of the initial

states. When the state dynamics are nonlinear, Λ is stochastic. We refer to it as the stochastic response

process, as it is a generalization of the linear impulse responses commonly used in applied macroeconomics.

By construction, the process Λ has the same dimensionality as the number of components of X. It is built

so that when we initialize it at a coordinate vector, it gives the responses to an initial change in the

corresponding state variable. See, for instance, Fournie et al. (1999), Borovička et al. (2014) and Hansen

and Souganidis (2025) for the stochastic evolution of Λ.

26In the applied mathematics literature, they are also called first variational processes.
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We use the stochastic responses and state-dependent discounting in the marginal-valuation formula:

BV

Bx
pX0q ¨ Λ0 “ rE

„
ż 8

0
Dist pΛt ¨ Scftq dt | X0,Λ0

ȷ

(14)

where the expectation rE reflects the diffusion dynamics incorporating the minimizing drift distortions, H˚,

implied by robustness. Importantly, this expectation only features the diffusion dynamics and conditions

on a jump that does not happen.

In this asset-pricing type formula, the stochastic flow process measures the impact of an initial change

in a state variable as a product of two marginal calculations, loosely motivated by the chain rule:

Λt ¨ Scft.

In this calculation, Scft is a three-dimensional vector with each entry measuring a marginal contribution

of a date t state variable to date t cash flow. The dot product with Λt reflects the stochastic response at

date t to an initial change in one of the state variables, or more generally a linear combination of state

variables depending upon the initialization, Λ0. In light of this construction, we may divide Λt ¨ Scft into

contributions from each of the states since the dot product sums across vector entries. This decomposition

shows how the state interdependencies are reflected in the marginal valuations.

There are three sources of date t contributions to the stochastic flow vector Scft :

i) marginal utility;

ii) marginal impact of a jump;

iii) marginal impact when you jump.

8.1 Marginal-utility flow

Flow i measures the impact of a marginal change in a state variable on future contributions to utility after

adjusting for damages:

flow i
def
“ δ

ˆ

B log c

Bx
´

Bn̂

Bx

˙

, (15)

which is the date t vector of partial derivatives of the utility of damaged consumption with respect to each

state variable, where δ is a convenient utility scaling.

31



Again using the chain rule, we write the term (15) as the following product:

flow i “ δ

„

B logpc{nq

Bpc{nq

ȷ „

Bpc{nq

Bx

ȷ

“ δ
´n

c

¯

„

Bpc{nq

Bx

ȷ

.

where n “ exp [n̂pyq], and c{n is the adjusted consumption for damages. The first term on the right is

the marginal utility of (damaged) consumption, which appears as the familiar construction of a stochastic

discount factor process in asset pricing, while the second term captures the dependence of (damaged)

consumption on the state vector. This type of adjustment commonly occurs in production-based asset

pricing models when considering real (as opposed to financial) investments.

8.2 Prospective jump contributions

Prospective Poisson jumps also introduce cash-flow contributions to this valuation. These additional terms

account for state-dependent responses operating through uncertainty in the jump intensity functions and

the continuation value functions, as outlined below.

8.2.1 Marginal impact of a jump

A marginal change in the state vector in the current time period alters the jump intensities, contributing

the following term to the marginal valuation:27

flow ii “ ξm

L
ÿ

ℓ“1

J ℓ

ˆ

1 ´ exp

„

´
1

ξm

´

V ℓ ´ V
¯

ȷ˙ ˆ

B logJ ℓ

Bx

˙

. (16)

The dependence of the intensities on endogenous states differentiates our setup from most “rare event”

models in asset pricing. Specifically, the intensities J ℓ for ℓ “ 1, 2, ..., L´1 capture the stochastic dynamics

of the prospective damage curvature jumps. These intensities depend only on the temperature, which

simplifies the contribution of B logJ ℓ

Bx to the marginal impact formula (16). Analogously, J L depends only

on the knowledge stock. This latter contribution is important for understanding the impacts of uncertainty

on investment in R&D. Since the implied dynamical system has interactions over states, a marginal change

27In the following formula, the term J ℓ
´

B logJ ℓ

Bx

¯

can be replaced by BJ ℓ

Bx
, which is pertinent when intensities are zero.

Our damage intensities are zero for y ă y as are their derivatives. The intensity derivatives, however, have a simple discon-
tinuity at y “ y with the left limits being zero and the right limits being positive. Since the temperature increment has a
Brownian component, this simple discontinuity turns out to be inconsequential because temperature will not accumulate at
this discontinuity over time.
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in the initial period knowledge stock will impact all future states, inducing cross effects in the valuation.

8.2.2 Marginal impact when there is a jump

A marginal change in the state vector in the current time period alters the continuation values conditioned

on a jump happening:

flow iii
def
“

L
ÿ

ℓ“1

g˚ℓJ ℓ BV ℓ

Bx
(17)

where the g˚ℓ’s are the robust adjustments to the intensities given by:

g˚ℓ def
“ exp

„

´
1

ξm

´

V ℓ ´ V
¯

ȷ

where G˚ℓ
t “ g˚ℓpXtq.

Notice that this term captures future marginal contributions to valuation as we may deduce post-jump

marginal valuation counterparts as reflected in the partial derivatives: BV ℓ

Bx for the alternative ℓ’s. In

particular, observe that this term depends on how the continuation values respond to the state variables

in the post-jump world. Once a technology discovery happens, there is no direct marginal contribution of

the flow iii term to valuation.

Notice that the flow ii and flow iii terms include a scaling by the uncertainty-adjusted intensities. This

inclusion is consistent with formula (23) given in Appendix D where these intensities in conjunction with

the contribution (13) to the factor, Dist, account for the uncertainty-adjusted jump density.

8.3 Decompositions

The integral representation (14) gives a horizon-based decomposition of marginal values. The flow terms

open the door to three additional types of additive decompositions: one based on the flow type, another

based on the jump type ℓ, and a third on which future values of states are impacted. Together, these provide

valuation counterparts to the innovation accounting methods often used in empirical macroeconomics.

Table 5 shows the quantitative importance of the three flow terms for SVRD as well as two additional

refinements. The contributions of flow ii, the marginal impact of a jump, and flow iii, the marginal impact

when you jump, dominate the direct marginal utility contribution given by flow i. This reflects how

important the longer-term contributions of the uncertain jump processes are to the SVRDs.

When viewing the decomposition results in Panels (a) and (b) of Table 5, it is helpful to recall that in our
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ξm flow i flow ii flow iii

damage tech damage tech

8 .31 -.06 2.03 1.20 .40
.1 .73 -.22 2.72 2.71 .62
.05 1.02 -.58 3.35 6.63 .30

(a) SVRD decomposition by potential jump types.

ξm flow i flow ii flow iii

capital R&D R&D capital R&D

8 .17 .14 2.03 .82 .80
.1 .39 .35 2.72 1.70 1.65
.05 .56 .47 3.35 2.39 4.57

(b) SVRD decomposition by state variable contributions.

Table 5: Decompositions of the three flow contributions to the SVRD delineated in Section 8. Panel (a)
decomposes the flow contributions by jump types. For the columns labeled “damage,” we aggregate the
contributions of all of the possible damage coefficients, λ3pℓq, for 1 ď ℓ ď L´ 1. We report the technology
jump contributions in columns labeled “tech.” Panel (b) decomposes the flow contributions to the SVRD
across state variable channels. The temperature anomaly contributions are small and are omitted from this
table. The columns labeled “capital” report the contributions operating through the prospective capital
stocks, while columns labeled “R&D” report the contributions operating through the prospective R&D
knowledge stocks. For both panels, the table shows how these decompositions depend on ξm.

28

model economy, after the damage information event, technology jump uncertainty remains an important

concern. In contrast, once a technology discovery occurs, the damage information event is no longer

relevant. As we see from Panel (a), the flow ii impact on valuation is primarily due to the prospective

technology jump. In fact, the prospective damage curvature jumps contribute negatively to flow ii, albeit

in a small way. As shown in Panel (b), the flow ii contribution reflects the marginal impact of an initial

R&D stock change only on the future R&D stock and not on the future capital stock. The story is entirely

different for flow iii. The flow iii contribution to valuation mostly reflects contributions from the prospective

damage curvature jumps. While the marginal changes in both future capital and R&D stock contribute

to flow iii, R&D increases in prominence relative to capital as ξm decreases. This state interaction comes

from the output tradeoff when considering the two types of investments. Although flow ii increases with

stronger concerns about robustness, such concerns have an even more dramatic impact on flow iii.

8.4 Why do enhanced uncertainty concerns induce a proactive R&D response?

From the first-order conditions for R&D investment in (11), we see a dependence on the social value of

research and development (SVRD) as quantified by the marginal value of the knowledge stock. Consider

flow ii of the SVRD as given by (16) to see how uncertainty aversion alters optimal R&D investment. The

partial derivative of interest multiplies the robustly adjusted post-jump continuation value contribution:

28The implied SVRD totals from this table differ from those reported in Table 1 by between .6 and 3.4 percent because of
our use of simulation methods to compute the flow decompositions.
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J Lξm

ˆ

1 ´ exp

„

´
1

ξm

`

V L ´ V
˘

ȷ˙

ď J L
`

V L ´ V
˘

. (18)

This inequality is a direct implication of the solution to Problem 3.3. It reflects the planner’s cautious

view of the potential success of a green technological innovation being realized and reflects the planner’s

reduced incentive to invest in R&D.

Uncertainty concerns, however, also impact the planner’s view of a technology success should it happen.

This is manifested in the robust adjustments to the continuation values, V L and V . Although increasing

the uncertainty aversion (decreasing ξm) decreases both V
L and V, it has a much greater impact on V as

there is a substantial decrease in the exposure to uncertainty once the new clean technology is in place.

This boost in the planner’s payoff to the R&D investment increases the planner’s incentive to invest.

To summarize, we have isolated two potentially counteracting contributions to the SVRD.

• The uncertainty-adjusted probabilities of a technology discovery assign more weight to distant suc-

cesses relative to more recent ones as the aversion is enhanced. This carries over to the robust

adjustment to the HJB equation as reflected in inequality 18.

• The endogenously determined net utility outcome from a potential successful discovery, measured by

V L ´ V, increases as aversion increases due to a reduction in the pre-jump value function V . The

reduction in V dominates any reduction in V L since, post-jump, there is less exposure to uncertainty.

We explain this further in Section 9.

The first of these makes the R&D investment less attractive and the second one more attractive. Quan-

titatively, the second channel dominates in our calculations presented so far. Since matters are more

complicated because of other contributions to the SVRD, in the next section, we investigate further the

two contributions in a simplified version of our model.

Remark 8.1. Preferences for robustness, as we have implemented in this paper, are known to imply a

preference for early resolution of uncertainty, see Strzalecki (2013). This construct is formally defined to

be purely preference based without entertaining investment responses to the early resolution. In an important

paper, Kreps and Porteus (1978) feature the early resolution property of preferences as a fundamentally

interesting construct using a purely risk-based formulation. Within a robustness setting, we view it as more

of a side show, especially as it induces a less confident view of the prospects of a technological success,
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although others may weigh it differently. Importantly, the implied preference for early resolution cannot

be the entire explanation. Our planner has multiple investment vehicles and, as we will illustrate, it is

possible for either of the two forces we described to dominate. A proactive R&D investment response only

applies for a range of the uncertainty aversion parameter ξm. It does not follow as a necessary outcome of

our specification of preferences for robustness.

9 A simplified model with only technology jumps

As a simplified illustration of why the social planner’s R&D investment response is so sensitive to uncer-

tainty concerns, we consider a version of our model focused solely on the potential technology discovery.

From Table 2, we saw that this technology channel had the most pronounced contribution in our uncer-

tainty decomposition. In this simplified setting, we assume that there is a single known damage curve, i.e.

there is no damage information event. The constructed damage curve instead assumes that the additional

curvature begins at a temperature anomaly of 2˝C with a value of λ3 being the baseline average across the

set of possible λ3pℓq’s. The resulting damage function is shown in Figure 8. We also close down uncertainty

aversion related to the diffusion contribution and the alternative climate models to further enhance the

focus on the prospective technology discovery. We consider two variations of our previous computations.

First, we entertain considerably larger specifications of uncertainty aversion (smaller values of ξm). Second,

we allow for the technology discovery to occur only partially or in two stages instead of one. Our discussion

in Section 8.4 applies more directly and transparently to the simplified model with a single jump.29

Figure 8: The consumption impact of the single damage function constructed by imposing ŷ “ 2 and
the arithmetic average of the λ3pℓq’s. Formally, the vertical axis measures expp´n̂q. The damages range
from no impact on consumption p1.00q for a 0.0˝C temperature anomaly to a nearly 20% reduction in
consumption p„ .80q for a 3.5˝C temperature anomaly.

29Appendix J gives a more formal and explicit characterization of the two counteracting forces reflected in the SVRD’s.
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9.1 Enhanced uncertainty aversion

Figure 9 gives the baseline and two uncertainty-adjusted densities for the timing of the technology jump.

This figure shows the delay in the prospective success under the uncertainty-adjusted probability measures.

For example, the median in the baseline case is about 34.6 years. The enhanced medians for the less averse

and more averse specifications are about 49.4 and 78.8 years, respectively. The uncertainty-adjusted

densities make the R&D investment appear less attractive from a social valuation perspective.

Figure 9: Jump time densities for the technology jump only model, including the baseline specification and
uncertainty-adjusted densities for two alternative specifications of uncertainty aversion.

Table 6 reports the three flow contributions to the SVRD for alternative aversions to uncertainty, along

with the robustly optimal initial investments for R&D and capital. In this simplified model, we continue to

see more R&D investment for greater uncertainty concerns. All three contributions to the SVRD increase

with uncertainty concerns, including the flow ii term. In the absence of a damage information event, the flow

ii term is now the major contributor to the SVRD, accounting for about two-thirds of overall valuations.

In addition, as seen by comparing Tables 6 and 5, the flow i term is substantially more prominent.

Marginal changes in both capital states contribute to the outcomes reported in Table 6 for SVRD. As

we have seen, the marginal valuations can be decomposed by horizon, analogous to the measurements from

impulse-response analyses. We display such horizon-based marginal valuation decompositions in Figure

10. The left panel reports flow ii decompositions, and the right panel displays flow iii decompositions. As

shown in Table 6, flow ii is the major contributor to the enhanced uncertainty responses of the SVRDs.
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R&D capital

ξm flow i flow ii flow iii sum investment investment

8 .45 2.90 .96 4.32 .0079 .771

.1 .99 4.10 1.54 6.64 .0180 .760

.05 1.65 6.07 1.68 9.40 .0344 .742

Table 6: Flow decomposition of the SVRD and initial investments for the one-jump specification. R&D
and capital investment are reported as ratios relative to output abstracting from the energy input (αK).
Outcomes are shown for the three different values of the aversion parameter ξm in the respective rows.

From the left panel of Figure 10, we see that smaller values of ξm (greater uncertainty aversion) lead

to greater horizon-specific contributions to the SVRDs except sometimes at very short horizons. As noted

in Section 8.4, an increase in the difference V L ´ V gives a counteracting force to the delays in the jump

time densities reported in Figure 9. Indeed, the decomposition in the left panel of Figure 10 includes the

contribution of the difference in value functions after and prior to a hypothetical discovery. This latter

contribution turns out to dominate the SVRD differences for the values of ξm presented thus far.

(a) Horizon decomposition of the flow ii contribu-
tion to the SVRDs

(b) Horizon decomposition of the flow iii contri-
bution to the SVRDs

Figure 10: Horizon decompositions of the flow contributions for the SVRDs. To convert the marginal value
contributions in Panel (a) from r̂ to r and put them in units of the damaged consumption numeraire,
we scaled the Panel (a) trajectory by the initial period ratio of damaged consumption to the stock of
knowledge. We did the analogous conversion for the Panel (b) trajectory. Each panel plots trajectories
under the baseline (ξm “ 8) specification as well as two alternative specifications of uncertainty aversion.

The horizon decompositions in the right panel of Figure 10 provide a rather different accounting for

flow iii. The marginal continuation-value contribution, BV L

Bk̂
“ 1, is independent of ξm due to the additive

separability of V L. The distorted jump intensity, however, remains an important contributor to this term.
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Due to the investment tradeoff in the allocation of output, the flow iii contribution initially increases,

although it does eventually decline. The locations of the peaks in the responses reflect the uncertainty-

adjusted jump probabilities, which give more pessimistic assessments to the timing of an R&D success

when uncertainty aversion is enhanced. The resulting flow iii term contribution, obtained by integrating

over horizons, increases with the uncertainty aversion as we reported in Table 6.

Figure 11: R&D investment as a function of the inverse of the robustness penalty parameter, 1{ξm, for the
technology jump only model. In constructing this figure, we first computed R&D investment-to-output
ratios for a discrete set of ξm’s, and then we formed the blue curve by taking a smoothed cubic spline fit
to the discrete set of computed outcomes.

So far, in this section we have characterized more fully the two competing forces that contribute to

the R&D investment outcome that we described in Section 8.4. Uncertainty in the success date makes

the investment less attractive. This force is more than offset by the net payoff to discovery, which in-

creases because an R&D success eliminates an important source of uncertainty. Although the second force

dominates in our calculations, this finding turns out to be sensitive to the range of aversions that are

considered. Figure 11 shows that for very high misspecification concerns (high values of 1{ξm), the first

force can dominate, leading instead to a reduction in the R&D investment. The SVRD follows a similar

pattern, which is to be expected given the first-order conditions (11) for R&D investment.30

9.2 Two-step technology discovery

Using this simplified model without a damage information event, we next explore the quantitative impact

of altering our one-step technology advancement specification. We first entertain a two-step counterpart

with three alternative jump intensity functions.31 In all cases, the first technology jump goes only part of

30The first-order conditions, (11), for ψ1 “ 0.5 imply that the robustly optimal R&D investment to output ratio is a (state
dependent) quadratic function of the SVRD.

31Appendix K and Online Appendix O provide additional results and full details for the model HJB equations.
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the way to a successful green transition by setting ϕ0 in the output constraint, equation (1), to half of its

original value. Only after the second technology jump is the full green transition achieved by setting ϕ0 to

zero. Continuing to denote the one-jump model jump intensity as J L, we explore the following scenarios:

i) we use 2J L as the intensity for each of the jumps;

ii) we use J L as the intensity for each of the jumps;

iii) we use 2J L as the intensity for each jump, but we reinitialize Rt for the second jump at R0.

In the third experiment, the initial advancement of the knowledge stock is assumed to be relevant only for

the first technology jump, in contrast to the other two two-step specifications. We also include a fourth

specification, which uses a one-step technology specification that allows for only a partial success:

iv) we use J L as the intensity with a single jump of ϕ0 to half of its original value;

In Table 7, we report the SVRDs and R&D investments relative to total output for each of these alter-

native jump specifications using ξm equal to .05 and .1 as in our full model. We replicate the qualitative

implications of our one-jump specifications, but quantitative magnitudes differ. We view two-jump specifi-

cation i) as the closest counterpart to the one-jump versions of the model, and find that the baseline R&D

investment/output ratios are very similar. While uncertainty aversion continues to lead to higher R&D

investments than the baseline case, the increases are more modest than in the one-jump model. Never-

theless, even under less aversion, the R&D investment/output ratio increases by about fifty percent. The

decreasing intensity imposed in specification ii) results in more R&D investment across the board. When

we reinitialize the R&D knowledge stock in specification iii), the R&D investment/output ratios increase

with more uncertainty aversion.

Finally, consider specification iv) with a single jump to a partial technology success imposing the same

initial jump intensity as in specification ii). In comparison to specification ii), the SVRDs and the implied

investments are substantially reduced for specification iv). This outcome is to be anticipated because

in the absence of a second jump, the rewards to R&D investment are greatly reduced. Nevertheless, the

qualitative responses to increased uncertainty aversion remain for the aversions we report. As ξm decreases,

the SVRDs and the R&D investments are amplified.
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(i) (ii) (iii) (iv)

ξm SVRD R&D inv. SVRD R&D inv. SVRD R&D inv. SVRD R&D inv.

8 4.39 .0084 5.94 .0153 4.11 .0074 2.71 .0032

.1 5.40 .0127 7.40 .0238 6.17 .0166 3.29 .0047

.05 6.62 .0190 8.81 .0337 8.63 .0323 4.07 .0072

Table 7: Social valuations and initial investments for the alternative technology specifications. R&D
investment is reported as a ratio relative to output abstracting from the energy input (αK). Outcomes
are shown for the three different values of the aversion parameter ξm in the respective rows.

10 Some concluding thoughts

We investigated how concerns about uncertainty affect robustly optimal policy responses. Our substan-

tive findings emphasize the importance of endogenous R&D, alongside near-term carbon reductions, in

quantitative assessments of socially prudent actions. Our calculations expose the limitations of commonly

proposed policy solutions that involve a gradual decrease in emissions to a net zero target without explicitly

featuring an endogenous role for R&D investments or future informational “tipping points.”

To support these findings, we use an expanded toolkit for uncertainty quantification. Although un-

certainty quantification is familiar to most scientific disciplines, by framing this challenge with a formal

decision problem, we implement revealing refinements. Central to our approach is the construction of an

uncertainty-adjusted probability measure that is conceptually distinct from, but mathematically similar

to, the risk-neutral probability construction used in market asset valuation. More generally, familiar rep-

resentations of market prices of intertemporal cash flows have valuable counterparts for social valuations.

The models in our paper are deliberately stark along some dimensions to illustrate how uncertainty

concerns can influence prudent policies addressing climate change. Of course, a more realistic policy envi-

ronment requires additional modeling complexity, including differences in (i) the vulnerability of alternative

regions around the world to climate change, (ii) the incentives multiple policy makers face, and (iii) the

alternative forms of new green technologies that may be worthy of investment despite ongoing doubts about

their prospects. The uncertainty trade-offs we explore will remain present in such alternative models, and

hence our novel uncertainty quantification methods should remain of interest. We suspect that stronger

uncertainty concerns will continue to create incentives for more proactive policies.
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In presenting our results, we have featured extended uncertainty quantification that includes revealing

decompositions and sensitivity to the planner’s aversion to uncertainty. For practical reasons and space

constraints, we limit the scope of our sensitivity analysis in the main text and provide additional results

in Appendix F and the Online Appendix. We briefly summarize the key insights here. First, in a wide

range of alternative parameter configurations for the R&D parameters (ψ0, χ, σr), preference parameters

(δ, ρ), and abatement technology parameter (ϕ0), the qualitative implications of our analysis persist and

often the differences are modest. Second, we find notable quantitative impacts for the magnitude of ρ, the

inverse being the IES. As is common in production economies, changing the IES alters investments in a

substantial way. Specifically, investments in both capital and R&D relative to output increase with the IES

(decrease with ρ). Third, decreasing ϕ0 to magnitudes similar to other integrated assessment models leads

to substantially less R&D as a fraction of output and to a more modest but notable decrease in emissions.

The familiar real options problem and our R&D investment problem have some similarities, but also

some important differences. Our decision maker can influence the timing of the R&D payoff through

investment; however, there is not a specific choice of when to exercise the option. In our environment,

there is an implicit investment cost due to our output constraint. In Appendix L, we explore the ways

in which our findings do and do not have counterparts to insights from a real options example economy

adapted from Miao and Wang (2007), in which uncertainty aversion comes into play. We contrast the more

typical options formulation where the payoff to exercising is discrete with one in which the payoff is access

to a flow subject to continued uncertainty.

We also speculate about the broader relevance of our analysis. First, we suggest that government

investment will play an important role in the development of new green technologies, at least until economic

viability becomes more evident.32 Skeptics of taking strong immediate action commonly worry that the

costs of using inefficient government approaches undermine the attractiveness of public solutions as opposed

to market ones. While there are good reasons to be skeptical about political processes that undermine the

effectiveness of collective action, our robustness calculations suggest that the uncertainties may be large

enough to justify efforts to at least partially overcome such political distortions. Although our analysis does

not include a more serious investigation of the political economy of large-scale public investment projects,

our findings do lend support to early-stage R&D investment for genuinely novel technologies, rather than

32In the case of nuclear fusion, Whyte et al. (2026) explore ways to go from scientific success to economic viability with a
simplified cost-benefit framework. While they abstract from a formal assessment of uncertainty, they do explore parameter
sensitivity outside of their decision framework and a particular form of robustness to their computations.
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through subsidies that create inefficiencies and special interest rent-seeking.

A commonly expressed concern regarding climate policy is the danger of focusing exclusively on one

class of potential catastrophic events while omitting others, say future pandemics, nuclear war, political

chaos, or others that might catch us by surprise. Although we are glad to acknowledge this point, as a

research program we find value in addressing climate change without the burden of addressing all of the

other potential disasters simultaneously. Thus, we choose not to succumb to the view that “you have to

do everything to do something.” That said, we agree that there could be value to research that looks

at tradeoffs in societal resources allocated to a menu of possible catastrophes. For such an ambition, we

would find it important to embrace the potential interactions between climate change and other disasters.

For example, global warming could be associated with changes in precipitation patterns, including extreme

droughts (see Singh et al. (2022)), and could engender violence or more general group conflict (see Burke

et al. (2024) and Hsiang (2025)). Our refinements to uncertainty quantification will remain valuable when

cutting a broader swath of extreme events.

Finally, we take some comfort in the conclusions of a National Intelligence Council (2021) report stating:

“Most countries will face difficult economic choices and probably will count on technological

breakthroughs to rapidly reduce their net emissions later.”

For us, this NIC perspective reinforces the emphasis in our paper on investing in longer-term technological

success even if we remain unsure about its prospects.
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